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1.  Overview

This document presents an evaluation of the use of the Intrinsity™ FastMATH™ processor in the chip-rate baseband 
processing of a typical 3G base station system. Even though many portions of this document may be generally appli-
cable to CDMA-based systems, it specifically focuses on the 3GPP™, UTRA-FDD specification [1, 2]. It focuses on 
the baseband filter, cell searcher, finger multipath searcher, and rake receiver blocks of the receiver, and the spreading 
and modulation blocks of the transmitter. Intrinsity expects that these functional blocks will require considerable pro-
cessing bandwidth and, therefore, will greatly benefit from the implementation flexibility or programmability that a 
FastMATH solution offers. The analysis presented in this document is approximate and is based on the design 
assumptions stated in the relevant sections.

This document concludes that a complete programmable solution for the chip-rate processing in a 3GPP base station 
transceiver that supports 64 voice users (or a corresponding mix of voice and data users) using two transmit and two 
receive antennas will require approximately three FastMATH processors. It is expected that one processor will imple-
ment the finger searcher, one processor will implement the rake receiver, and baseband filters, and one processor will 
implement the access searcher and the downlink spreading and modulation function1. In an overall FastMATH solu-
tion this number of processors will also be adequate to concurrently handle other tasks, such as symbol-rate process-
ing (described in a separate document).

2.  Overview of the FastMATH Processor

This section provides a very brief overview of the FastMATH processor. The FastMATH processor is a high-perfor-
mance processor designed to handle problems that require large amounts of vector and matrix-based computation. It 
consists of:

• A MIPS32™ processor core with 16-Kbyte instruction and data caches

• An on-chip matrix and vector math unit that includes a 4 × 4 array of 32-bit processing elements interconnected 
in a row/column mesh

• An integrated 1-Mbyte L2 cache

• Two bidirectional RapidIO™ ports

• An integrated 64-bit DDR SDRAM controller

The FastMATH processor executes the standard MIPS32 instruction set on a scalar processor, along with a set of vec-
tor and matrix instruction set extensions implemented through the MIPS® coprocessor 2 interface. It can issue and 
execute a core (scalar) instruction and a matrix coprocessor instruction every cycle.

The matrix unit is a 4 × 4 array of 32-bit processing elements. Each element consists of a 16-entry, 32-bit register file; 
a 32-bit, single-cycle ALU that can perform 32-bit and paired 16-bit single instruction, multiple data (SIMD) opera-
tions; and a 16-bit × 16-bit multiplier with two 40-bit accumulators. The elements are connected in a row/column 
mesh with the ability to broadcast to and receive values from the other elements in the same row or column.

1 Estimates are approximate for each implementation.
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A matrix coprocessor instruction is executed by all elements of the matrix unit in a parallel, SIMD fashion, to provide 
a peak execution rate of 64 GOPS (for example, 16 parallel multiply-accumulate operations at 2 GHz). In addition to 
standard parallel operations like addition and multiplication, the matrix unit implements instructions that can exploit 
the two-dimensional matrix interconnections, such as matrix-multiply, transpose, and block rearrangement. Data is 
supplied to the matrix unit via a 64-byte wide direct connection to the integrated L2 cache.

3.  3GPP Base Station Architecture Overview

The 3GPP physical-layer specification [2, 4 through 8] provides a very detailed description of the baseband process-
ing requirements of a 3GPP base station transmitter and UE (user equipment, signifying mobile users) transmitter 
working in FDD mode. Figure 1 illustrates the overall design of a 3GPP base station receiver. This figure shows the 
most important functional blocks required in the baseband receiver. In the interest of space it does NOT explicitly 
show ALL the processing blocks of the baseband receiver. The baseband processing of the transmitter and the 
receiver can be broadly divided into the so-called “symbol-rate processing” and “chip-rate processing.” As the name 
suggests, chip-rate processing involves the processing of the input data at the chip-rate or a multiple of the chip-rate.

Figure 1 shows the receiver processing for one antenna servicing U UEs, a given user i having Hi channels. It is 
assumed that there is a mix of voice and data users. Intrinsity’s first-order analysis shows that among the transmit and 
receive chip-rate processing blocks, the baseband (FIR) filter, rake receiver (finger, combiner), rake searcher (access 
searcher, finger searcher), and the transmit spreading and modulation functional blocks require the most processing 
bandwidth. In the subsequent section, this document focuses on the design and FastMATH implementation of these 
chip-rate processing blocks.

Figure 1: Overall design of a 3GPP base station receiver
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The computational workload of the chip-rate processing is dominated by the so-called “despreading” operation that 
arises in the rake receiver and the rake searchers. Depending on the nature of the input data and other design assump-
tions of the receiver, one of several methods can be used to efficiently implement this operation using the FastMATH 
processor. This document discusses the different FastMATH implementations for the despreading operation in 
Section 5.

4.  Chip-Rate Processing Using the FastMATH Processor

This section presents an evaluation of the design and FastMATH implementation of the baseband (FIR) filter, access 
searcher, finger searcher, rake receiver, and spreading and modulation blocks that constitute a typical 3GPP base sta-
tion transceiver. The analysis presented in this document is approximate, as Intrinsity’s design assumptions and code 
have not yet been verified using WCDMA system-level simulators. All the relevant design assumptions are explicitly 
listed in each section. The overall design assumptions are as follows:

• Total number of simultaneous voice users supported in the system: U = 64 (results can be derived for a mixed 
voice + data user scenario).

• Each user is assumed to have four assigned multipath fingers.

• It is assumed that there are two Rx and two Tx antennas in the system.
The overall assumptions specific to the FastMATH implementations presented in this document are:

• The FastMATH processors operate at a cycle speed of 2 GHz.

• The estimates for the number of cycles required to implement each functional block is obtained from a detailed 
analysis of the pseudo code required to implement the block. In most cases, these estimates have not yet been 
verified with the FastMATH cycle accurate simulator.

4.1. Baseband Transmit and Receive Filters
This section briefly describes the design assumptions and the FastMATH implementation of the baseband filters for 
the 3GPP base station transmitter and receiver. This paper assumes that a FIR filter is representative of the processing 
requirements of the baseband filters. Design assumptions are as follows:

• 20-tap (n = 20) FIR filter for transmitter and receiver

• Up to 16-bit complex input from the antenna subsystem

• The filter processes data at 2x the chip-rate (7.68 Msamples per second)

• The complex data is assumed to be available in complex interleaved (I1Q1, I2Q2, …) format. The overhead of 
converting the two independent real and imaginary streams into the complex interleaved stream is small.

One method to implement a FIR filter using the FastMATH processor is to directly implement it as a convolution 
between the input sequence and the filter taps. The FastMATH implementation processes 16 input samples at a time. 
Based on the analysis of the FastMATH code required to implement the FIR using this method, it requires approxi-
mately (8n + 9)(N/16) + 14 cycles to process a block of N samples. This has been verified using the FastMATH cycle-
accurate simulator. Table 1 summarizes the assumptions and estimated results for the 20-tap FIR filter used in this 
design.
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As summarized in the above table, the estimate is that approximately 0.16 (2 GHz) FastMATH processor can be 
used to meet the real-time requirements of the four FIR (20-tap) filters required to perform the baseband filtering 
for the 3GPP base station transmitters and receivers.

Table 1: Assumptions and estimated results for the FastMATH implementation 
of the FIR filters 

Value or Result Comments

Input sample rate 7.68 Msamples per second 2x the chip-rate

Data type of inputs 16-bit complex Assumption

Number of taps n = 20 taps

Input block size N = 512 samples Corresponds to one control channel 
symbol (256 chips)

Number of cycles required to process 
16 input samples

5422 cycles per frame  (8n + 9)(N/16) + 14 cycles. Verified 
using cycle accurate simulator

Processing time estimate per frame 2.71 µsec (Cycles per frame)/(2 Gcycles per sec-
ond)

Real-time constraint 0.0667 msec Input frame size in seconds

Fractional usage of FastMATH proces-
sor for one FIR block

0.04 (Processing time per frame)/(Input 
frame size in seconds)

Number of FIR blocks required 2 for Rx, 2 for Tx Number of antennas in design

Total number of FastMATH processors 
required

0.16 (# of antennas) × (% usage of 
FastMATH/block)
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Figure 2: Generic CDMA searcher design
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4.2. CDMA Searcher – Generic Implementation
This section provides the functional description and high-level design of a generic CDMA searcher and evaluates the 
computational requirements of implementing this block using the FastMATH processor. This basic design will then 
be used to evaluate computational requirements of both the 3GPP access searcher and the finger searcher in Section 
Section 4.3 and Section 4.4, respectively.

4.2.1. Functional description

In a multiuser, multipath environment, each user’s signal arrives at the base station from a number of different direc-
tions with different delays. The CDMA searcher in a base station searches for different multipaths of the UEs that are 
being serviced by the base station. In a DS-CDMA system, the data sequence is transmitted after being spread with a 
pseudo-random code sequence and then modulated. The nature of the transmission is such that there is a very high 
correlation energy between the transmitted data sequence and a synchronized exact replica of the pseudo-random 
code sequence. In contrast, there is a very low correlation energy between this transmitted data sequence and a time-
shifted version of the pseudo-random code sequence, or any other pseudo-random code sequence that may be in use. 
The function of the CDMA searcher is to find the different time offsets at which the received data sequence is approx-
imately synchronized with each user’s code sequence.

4.2.2. Design

The design of the generic CDMA searcher is shown in Figure 2. The CDMA searcher processes an input data 
sequence consisting of complex (I, Q) samples. The complex (I, Q) input data sequence is assumed to be available at 
the chip-rate or up to 8x the chip-rate. As shown in the figure, the CDMA searcher performs the search operation for 
U UEs in parallel whose (complex conjugate) user code sequences (C*i) are assumed to be available at the sample 
rate of the input data. Additionally, for each UE (i), the search is performed for all possible time offsets between the 
input data sequence and the user code sequence. For a given UE (i), the maximum detected time offset between the 
input data and the reference code sequence is Di samples. Thus the CDMA searcher outputs the energy Ei(τ) for all 
detected time offsets (for multiple paths) (0 ≥ τ ≥ Di) and for all UEs (0 ≤ i < U). Note that the energy peaks of Ei(τ)   
for a given UE(i) provide these time offsets, defined by synchronization between the input data and the given user 
code sequence.

The basic searcher operation in this design is based on the analysis presented by A.J. Viterbi [3]. It is assumed that the 
CDMA searcher attempts to achieve an approximate synchronization before any phase estimation or tracking is 
attempted. Thus, a noncoherent hypothesis testing device (energy) is used to implement the searcher. The accumula-

tion period (M) for the correlation, , is chosen to be such that the user data symbol is constant and the 

frequency error is minimal during this time period. Usually, this is much smaller than the period of the pseudo-ran-

dom sequence. Additionally, the accumulation period (P) of the “post-detection integration step” ( ) is used to 

further reduce the effect of frequency errors. Note that the CDMA searcher allows for a search decision to be made 
once for every M × P samples of input (for all τ and UEs). Thus, this time period (M × P samples) should be chosen 
because it is shorter than any large scale variations in the received signal.

4.2.3. Implementations using the FastMATH processor

This section briefly describes the possible methods to implement the generic CDMA searcher by using the Fast-
MATH processor. It is clear from the design of the searcher (Figure 2) that the same set of operations needs to be per-
formed for each branch in the figure. If we consider any given branch of the CDMA searcher (ith UE, sample delay k), 

we see that the complex multiply-add operation, , also called the “despreading” operation, is per-
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formed at the sample rate (chip-rate or higher). All the other operations are performed at a much slower rate (at  
or  of the sample rate) and will be called “overhead tasks” below. In a typical example, M is of the order of 
256 and P is of the order of 10. Thus, most of the computational load of the generic CDMA searcher is expected to 
occur in the “despreading” operation. All other tasks are considered as “overhead” computations.

Section 5 describes several methods to implement the despreading operation efficiently. We assume that the searcher 
operates on 6-bit input data, and thus the direct correlation method using XORs described in Section 5.2 is efficient at 
implementing the despreading operations. In this discussion the “coarse” CDMA search, and the “fine” search are 
implemented using the direct correlation method using XORs. From the results shown in Section 5.2, Intrinsity esti-
mates that for M = 256 chips and M = 1024, the despreading operation requires 51 cycles and 183 cycles per output 
symbol, respectively.2 We also note that an indirect method to compute correlations using the FFTs is expected to be 
very efficient in implementing the set of despread operations for the “coarse” searcher, since in this case the despread 
operation is implemented over several consecutive offsets (k) for each UE i. This method will be reviewed in a future 
version of this paper.

Table 2 summarizes the overall estimates of the FastMATH implementation of the CDMA searcher for all UEs and 
time offsets to produce the energies Ei(τ). The table describes the despreading operation and the “overhead” tasks 
required to compute the generic CDMA searcher.

The estimates shown in the table are based on the following implementation specific assumptions

• Input data sequence contains six significant bits (stored in bytes).

• The overhead to compute the user code scrambling sequence is not included in this design. This will be included 
in a future version of this paper.

2 Estimates are approximate.

Table 2: CDMA searcher – summary of estimated results of FastMATH implementation 

Summary of Rake Searcher

Number of UEs U

Accumulation period for correlation, M samples

Accumulation period of the post-detection integration ( ) P

Number of chips per slot N

Average time offset between the input data and the reference code 
sequence (“coarse” and “fine” search)

D time increments

Despread operation using direct correlation XOR method (Based 
on results in Section 5.2 for when there is 6-bit input data)

For M = 256; 51(D × P × U) cycles
For M = 1024; 
183(D × P × U)cycles

, , and normalization 6 × P × U × (D/16) cycles

Matrix data alignment (amortized over all users and rake receiver) 0 cycles

User code sequences – convert bit-sequence to half word 
sequence (in most cases, amortized over all users and rake 
receiver)

0 cycles

1 M⁄

1 MP( )⁄
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The “overhead tasks” and additional considerations are briefly described below.

• In the discussion thus far, it is assumed that 64 bytes of data can be loaded into a matrix register starting at any 
word boundary. However, to achieve this in general the FastMATH processor requires the use of the matrix-align 
instruction (which takes approximately three cycles to execute). Instead, in the CDMA searcher, word-aligned 
data sequences (for all possible alignments) can be created once for the entire (I & Q) input data sequence (with 
16-bit data samples). This requires about 3 × 2 × M × P/2 cycles to execute and requires a memory overhead of 
about 32 × 2 × M × P × 2 bytes. However, note that this overhead is usually part of the rake receiver 
(Section 4.4). Hence, the overhead is zero cycles, if the rake receiver is also implemented using the FastMATH 
processor.

• It is assumed that the user code is a sequence of +1 or -1 halfwords. The most natural way to generate these user 
codes may be as a sequence of bits (of zeros or ones). If the user code sequences (I & Q) are available as a 
sequence of bits, then there will be an additional overhead of 4 × (M/32) × P × U cycles to convert this to a 
sequence of half words (with +1s or -1s). This can be achieved by using two matrix-set-condition-code instruc-
tions and two matrix-select instructions (that use the condition codes to select +1 or -1) for 32 samples of I, Q. 
Note that this overhead is usually part of the rake receiver (Section 4.4). Hence, the overhead is zero cycles, if 
the rake receiver is also implemented using the FastMATH processor.

• The remaining operations of the CDMA searcher after  involves , , and the 

normalization 1/(M × P). For every 16 time offsets,  and  requires two multiply-add instructions, 

one add instruction, one move-from-accumulator instruction, and one accumulator initialization. The normaliza-
tion can be accomplished by using a shift operation (since M and P are powers of 2), for a total of six operations. 
Thus, these stages require approximately 6 × P × U × (D/16) cycles.

The generic CDMA searcher design is then applied to analyze the performance for the access searcher (Section 4.3) 
and the finger searcher (Section 4.3.1).

4.3. Cell Access Searcher
A user attempting to initiate a call must access the system. An access searcher block allows the system to detect this 
attempt. This section provides the functional description and high level design of the access searcher block of a typi-
cal 3GPP base station and evaluates the computational requirements of implementing this block using the FastMATH 
processor. This design is based on the design of the generic CDMA searcher discussed in Section 4.2.

4.3.1. Functional description

The cell access searcher searches for and acquires new UEs within the entire cell to detect call initiation. In this anal-
ysis, it was assumed that no a priori information is known about the location of the UE within the cell. Also analyzed 
was the case where UEs access the base station by using the RACH channel [4, 5, 6]. Hence, in this analysis the func-
tion of the access searcher is to continuously search for the PRACH preambles transmitted by different UEs from any 
location within the cell.

4.3.2. Design assumptions

The design of the generic CDMA searcher is described in Section 5.1 and Figure 2. For the purposes of this paper, we 
used this design in the implementation of the access searcher. This section evaluates the requirements of the access 
searcher that are specific to 3GPP. The following briefly describes some of the terms relevant to the PRACH channel 
and derives the appropriate requirements for the access searcher.

1. It is assumed that all UEs will try to access the base station by using only the PRACH channel. On the PRACH, 
UEs first transmit the PRACH preamble [4]. Thus the base station’s access searcher is searching for these pream-
bles.

Y Xk m+ C∗i m,∑= Z Y 2= Zp

p 0=

P 1–
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2. It is assumed that the input data sequence is fed to the access searcher at the chip-rate (3.84 Mchips per second). 
Thus, the resolution of the access search is assumed to be no better than one chip.

3. A PRACH preamble sequence is 4096 chips in length and is formed using the preamble code,  [4]:

   . Eq.(1)

In Eq.(1),  is the scrambling code and  is the preamble signature. The preamble code corre-
sponds to the user code sequence, Ci, of the CDMA searcher shown in Figure 2.

4. The scrambling code, , is a pseudo-random code sequence [4]. The 8,092 possible scrambling codes 
for the PRACH preamble are divided into 512 groups of 16 codes each,. Each cell is uniquely associated with a 
code group.3  In general, up to 16 PRACH scrambling codes can be used per base station. In this analysis, it is 
assumed that only one PRACH channel is in use; that is to say, only one PRACH scrambling code needs to be 
tracked by the base station. The overhead of computing this sequence is NOT included in this analysis.

5. The preamble signature, , is formed by repeating a 16-chip Hadamard sequence 256 times.4 There are 16 

possible orthogonal Hadamard codes (16 chips in length) that can be used in the preamble signature.5

6. In this analysis, it is assumed that all 256 repetitions of the RACH preamble will be required to detect a UE. It is 

further assumed that the accumulation period (M) for the correlation, , for the CDMA searcher 

(Figure 2) is 1,024 chips (64 signature repetitions) and the accumulation period (P) of the post detection integra-

tion,  is four. Thus, the access searcher outputs one search decision for every 4,096 chips of input (for all 

τ and UEs).

7. In a multi-antenna configuration, it is assumed that the access search is implemented only for the data from one 
of the antennas. This timing information and search results are used for all the UE data for all the antennas in the 
rake receiver.

8. There are 15 possible access slots. Hence, a UE’s PRACH preamble transmission (and re-transmission) can 
begin at any one of these slots.6 Each slot is separated by 5,120 chips and access-slot number 0 lines up with the 
10 ms radio frame boundary. A RACH subchannel [5] defines a subset (5) of the total set of uplink access slots 
(for example, the five available access slots for subchannel #0 are 0, 3, 6, 9, 12).

9. In general, a set of available signatures and a set of available RACH subchannels are defined for each access ser-
vice class (ASC), defined in the specifications document [5]. A UE randomly selects a signature from the avail-
able list for a given ASC, and randomly selects the access slot (to transmit on) based on the subchannel specified 
for the given ASC.

10. In this analysis, it is assumed that all subchannels (all 15 access slots) are defined as available for all ASCs. It is 
further assumed that only 3 out of 16 signatures are available for all the ASCs. Thus, for a given scrambling 
code, there can be up to 15 × 3 = 45 independent UEs accessing the base station using the PRACH within a 20 
ms time frame. This is reasonable considering that we are investigating a system that can sustain 64 simultaneous 
voice users in a cell.

3 Section 4.3.3.2 of [4]
4 Section 4.3.3.3 of [4]
5 Section 4.3.3.3 of [4]
6 Section 5.2.2.1 of [6]
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11. For a given access slot, it is thus assumed that the total number of users (U) that the CDMA searcher (Figure 2) 
needs to search for is three (1 scrambling code × 3 preamble signatures).

12. The real-time requirement for completing the access search is that all users (U) within an access slot should be 
processed by the FastMATH processor within the time period of the slot (5,120 chips). Note that this is more 
stringent than the requirement arising from the preamble-to-AI (acquisition indicator) distance,  (7,680 or 
12,800 chips) [6].

13. The cell radius determines the maximum spread in chips of a UE transmitting with a given code from different 
locations within the cell. Table 3 shows the cell radius and chip spread for different cell sizes. The round trip 
delay spread is calculated using (2 × cell radius/speed of light). In this analysis, it is assumed that the cell radius 
is about 20 km (corresponding to a typical rural or suburban macrocell). Thus, it is assumed that the CDMA 
searcher “searches” over an average of 512 offsets between the input data and the reference code sequence.

4.3.3. Implementation using the FastMATH processor

This section presents the performance estimate of the FastMATH processor for the access searcher by directly using 
the generic implementations of Section 4.2.3. The assumptions and results for the access searcher are listed in 
Table 4.

Table 3: Cell radius and corresponding WCDMA chip-spread for various environments 

Cell Radius
(Assumption)

Corresponding
Round-Trip

Delay-Spread

Corresponding Spread in 
WCDMA Chips

(3.84 Mcps × Delay-Spread)

Large macrocell 50 km 0.333 ms 1,280 chips

Typical microcell 10 km 0.067 ms 256 chips

Assumption for a typical cell 20 km 0.133 ms 512 chips

Table 4: Access searcher – assumptions and estimated results for FastMATH implementation (Sheet 1 of 2)

Assumed or 
Calculated Value Comments

Input sample rate 3.84 Mchips per second Chip-rate. Section 4.3.2, item 2.

Data type of input samples 6-bit complex Assumption

Number of RACH scrambling codes in 
use per cell

1 Assumption. Section 4.3.2, item 4

RACH  search update rate Once every slot

Average time offset between input data 
and reference user code

D = 512 chips Assumption. Section 4.3.2, item 13 (Cell 
radius of 20 km)

Number of UEs to be searched per access-
slot per cell

U = 3 Assumption. Section 4.3.2, item 11 ≥ 45  
(= 15 × 3) access attempts per slot

Accumulation period for correlation, M = 1024 chips Assumption. Section 4.3.2, item 6

τp a–

Xk m+ C∗i m,∑
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Note that an indirect method to compute correlations using the FFTs, or using fast Hadamard transforms (FHTs), is 
expected to be very efficient in implementing the set of despread operations for the access searcher, since in this case 
the despread operation is implemented over several consecutive offsets for each UE. This method will be reviewed in 
a future version of this paper.

4.4. Finger Searcher
This section provides the high-level design of the multipath finger searcher block of a typical 3GPP base station and 
evaluates the computational requirements of implementing this block using the FastMATH processor. This analysis is 
based on the design of the generic CDMA searcher discussed in Section 4.2.

4.4.1. Functional description

The finger searcher block searches for and tracks multipath components for UEs that have already been located and 
that have active uplink channels set up with the base station. Unlike the access searcher, it is assumed here that the 
approximate location of the UE has already been determined. Due to the changing RF environment and UE mobility 
there are large-scale and small-scale fading effects in the signal received at the base station [9]. These fading effects 
cause the amplitude and time offsets of the multipath components to change. The function of the finger searcher is to 
constantly identify the approximate time delay Di of each multipath component for each UE that is being serviced by 
the base station. These time delays are assigned to different fingers of the rake receiver for further processing.

4.4.2. Design

The design of the generic CDMA searcher is described in Section 4.2 and Figure 2. The following lists all the require-
ments and assumptions for the 3GPP finger searcher. 

1. The UEs send information to the base station using the uplink physical channels such as DPCH, RACH, or 
CPCH. The uplink channels in general have one control channel containing a pilot sequence and control informa-

Post-detection integration ( ) accu-

mulation period

P = 4 Assumption. Section 4.3.2, item 6

Estimated number of cycles required to 
search 1 access slot

1.125 Mcycles per slot Based on generic CDMA searcher esti-
mates, direct (XOR) correlation method, 
Table 2.

Processing time estimate per slot at  2 
GHz

0.56 msec (Cycles per slot) / (2 Gcycles per second)

Latency allowed for computation  
(one access slot)

1.33 ms Corresponds to one access slot  
(5120 chips). Section 4.3.2, item 12

Fractional usage of one 2 GHz Fast-
MATH processor

0.42a (Processing time per slot) / (Latency 
allowed for computation)

As summarized in Table 4, using the direct (XOR) correlation method 0.42a (2 GHz) FastMATH processor can be 
used to meet the real-time requirements of the access searcher task for a 20 km cell site that supports the access of 
up to 45 UEs in each 20 ms frame of the RACH.

a. The fractional FastMATH usage is significantly smaller when the RACH searcher is implemented using FHTs. Refer to 
the appendix to this paper, “RACH Preamble Detection,” for more information.

Table 4: Access searcher – assumptions and estimated results for FastMATH implementation (Sheet 2 of 2)

Assumed or 
Calculated Value Comments

Zp∑
TM
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tion and one or more data channels [4]. Thus, the base station’s finger searcher is constantly searching for the 
pilot sequence transmitted by the UEs on the uplink physical control channel.

2. The user code sequence that is used to obtain the correlation energy of the pilot is the product of the scrambling 
code  of the UE and the channelization code  of the control channel:

   . Eq.(2)

3. It is assumed that  and  for each UE is known to the base station. Thus, the number U of user 
codes over which the finger searcher has to perform the search (Figure 2) is simply equal to the number of UEs 
that are being serviced by the base station (U = 64 is assumed). Note, however, that the overhead of computing 

 is NOT included in the current analysis.

4. The time varying fading of the multipath amplitudes is well described by Rayleigh fading [9, 10]. The maximum 
Doppler frequency for a UE moving at 120 km per hour in a system with carrier frequency 1900 MHz is approx-
imately 211 Hz (fd). Thus, the coherence time (1/(2 × fd)) of the channel is expected to approximately 2.36 ms. 
Since a slot of data (2,560 chips) is 0.67 ms, it is expected that the multipath amplitudes will be approximately 
constant over this time. Thus, it is assumed that a search decision has to be made only once per slot.

5. Since the spreading factor (SF) of the control channel is 256 chips, the control channel symbols will remain con-

stant over this period. It is assumed that the accumulation period (M) for the correlation, , in the 

CDMA searcher design (Figure 2) is 256 chips and the accumulation period (P) of the post-detection integration, 

 is 10.

6. In a multi-antenna configuration, it is assumed that the finger search is implemented only for the data from one of 
the antennas. This timing information and search results are used for all the UE data for all the antennas in the 
rake receiver.

7. It is assumed that the finger searcher processes the input data sequence for one slot within a time period of one 
slot (for all τ and UEs). Thus, the real-time requirement for the finger searcher is that 2,560 chips of input have to 
be processed for all τ and UEs in the time period of one slot (1/15 ms).

8. It is assumed that the input data sequence is fed to the finger searcher at 8x the chip-rate (8 × 3.84 Mchips per 
second). Thus, the resolution of the finger search can be as good as 1/8 chip. However, the despread operation is 
performed at the chip-rate. The corresponding chip-rate sequences (eight different offset sequences) are obtained 
from the 8x chip-rate input sequence. The overhead of computing and “aligning” these sequences is included in 
the rake receiver implementation and, therefore, is not discussed in this section.

9. Delay spreads for different environments are shown in the COST 259 model [10]. The delay spread determines 
the maximum spread in chips (D) between the input data and the reference user code sequence of a UE. In this 
analysis, it is assumed the average delay spread for different users to be 8 µs. This corresponds to an average 
time offset between the input data and the reference code sequence of approximately 32 chips in the CDMA 
searcher design.

10. It is assumed in this design, that a coarse search at a resolution of one chip is implemented over the entire delay 
spread (32 chips). It is further assumed that a finer resolution search is performed over a further eight offsets at a 
resolution of 1/8 chip. In both cases, the despread operation is performed at chip-rate. Thus, in the CDMA 
searcher design (Section 4.2), D = 40 (= 32 + 8).

4.4.3. Implementation using the FastMATH processor

This section presents the performance estimates of the FastMATH processor for the finger searcher. 

All assumptions and results are summarized in Table 5.

Schannel n, m( ) cc m( )

Ci m, Ci m( ) Schannel n, m( ) jcc m( )⋅=≡

Schannel n, m( ) cc m( )

Schannel n, m( )

Xk m+ Ci m,
*

m 0=

M

∑

Zp

p 0=

P

∑
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Note that an indirect method to compute correlations using the FFTs is expected to be very efficient in implementing 
the set of despread operations for the “coarse” resolution finger searcher since, in this case, the despread operation is 
implemented over several consecutive offsets for each UE. This method will be reviewed in a future version of this 
paper.

4.5. Rake Receiver: Fingers and Combiner
This section provides the high-level design of the rake receiver (finger and combiner) of a typical 3GPP base station, 
and evaluates the computational requirements of implementing this block using the FastMATH processor.

4.5.1. Functional description

The function of the base station rake receiver (finger and combiner) is to decode and optimally combine the received 
signal corresponding to different multipath components for each UE that is being serviced by the base station. The 
finger search algorithm described in Section 4.4 periodically evaluates the multipath delays and “assigns” these 
delays to fingers of the rake receiver. The changing RF environment, and UE mobility, leads to fast fading of the sig-
nal received at the base station [9]. This leads to relatively fast variations in the phase, amplitude, and time offset of 
the multipath component assigned to a rake finger. The function of the rake finger is to continuously track these chan-
nel variations for a given multipath component (using the pilot sequence), and to successfully decode the data sym-
bols for each channel transmitted by the UE. The function of the rake combiner is to optimally combine the decoded 
data symbols for different multipath components for each UE.

Table 5: Finger searcher – assumptions and results for FastMATH implementation (Sheet 1 of 2)

Assumed or Calculated 
Value Comments

Input sample rate 7.68 Mchips per second 2x chip-rate. Section 4.4.2, item 8

Data type of input samples 6-bit complex Assumption

Number of UEs to be “searched” per 
slot per cell

U = 64 Assumption. Section 4.4.2, item 3

Accumulation period for correlation, M = 256 chips Assumption. Section 4.4.2, item 5

Post-detection integration ( ) 

accumulation period

P = 10 Assumption. Section 4.4.2, item 5

Average delay spread 8 µsec (32 chips) Assumption. Section 4.4.2, item 9

Chip-spread for (“coarse” + ”fine”) 
finger search

D = 40 Assumption. Section 4.4.2, item 10

Finger update rate Once per slot

Estimated number of cycles required to 
“search” one slot

1.315 Mcycles per slot Based on generic CDMA searcher esti-
mates, direct (XOR) correlation method, 
Table 2.

Processing time estimate per slot at  
2 GHz

0.66 ms (Cycles per slot) / (2 Gcycles per second)

Latency allowed for computation 
(1 slot)

0.67 ms Corresponds to one slot (2560 chips). 
Section 4.4.2, item 7

Xk m+ Ci m,
*

∑

Zp∑
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4.5.2. Design

This section discusses one possible design of the rake receiver and list the assumptions for the rake receiver that are 
specific to 3GPP. Figure 3 shows the overall design of the rake receiver for a given UE. Figure 3 shows the process of 
maximum ratio combining of the data symbols for all fingers of a given channel of a UE.

Figure 3: Rake receiver design for a given channel (h) of a UE (n)

The data are assumed to be available at an over-sampled rate (8x the chip-rate). The basic operation of the rake 
receiver design is based on the analysis presented by A.J. Viterbi [3]. The three main operations of the rake finger are 
time offset tracking, channel estimation, and data symbol despreading.

An early-late gate method is used to perform time offset tracking between the input data sequence and the reference 
scrambling code, using the pilot data received in the control channel. The accumulation periods M and P for the time 
tracking operation are chosen to be such that the pilot symbol is constant and frequency error is minimal during this 
time period. A time-tracking loop filter is used to adjust time offset Di using the output of the early-late gate.

The channel estimation operation involves a simple moving average over J normalized pilot symbols. The pilot sym-
bols are normalized to remove the effect of the pilot symbol data, pj.It is assumed that one channel estimate output 
value is produced corresponding to each despread data symbol for each data channel and control channel.

The following lists all the requirements and assumptions specific to the 3GPP rake finger:

1. The UEs send information to the base station using the uplink physical channels such as DPCH, RACH, or 
CPCH. The uplink channels, in general, have one control channel containing a pilot sequence and one or more 
data channels [4]. In this analysis, it is assumed that there is only one data channel per UE. This analysis can be 
easily be extended for multiple data channels. The base station’s rake finger constantly tracks a given finger of a 
UE and produces output data symbols for the uplink control and data channel corresponding to this finger.

Fractional usage of one 2 GHz 
FastMATH processor

0.98 (Processing time per slot) / (Latency 
allowed for computation)

As summarized in Table 5, with the direct (XOR) correlation technique, approximately one 2 GHz FastMATH pro-
cessor can be used to meet the real-time requirements of the finger searcher task for a base station supporting 64 
UEs with average delay-spread of 8 µsec on the uplink channel.

Table 5: Finger searcher – assumptions and results for FastMATH implementation (Sheet 2 of 2)

Assumed or Calculated 
Value Comments

yl j,

l 0=

L

∑

User n,  XD0 m+
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y0 j, Re s0 j, â0 j,⋅{ }=

yL j, Re sL j, âL j,⋅{ }=

 .....

User n,  XDl m+

User n,  XDL m+

 ..... .....

 .....  .....
 .....

Output symbol j for 
user n, finger l, channel h

Output symbol j for 
user n, channel h

rj
n h,

Input data sequence for L fingers of 
user n with multipath delays {Dl}
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2. It is assumed that the input data sequence is fed to the rake finger at 8x the chip-rate (8 × 3.84 Mchips per sec-
ond). Thus, the resolution of the rake finger’s timing can be as good as 1/8 chip. However, the despreading oper-
ation for the early, late, and on-time data is performed at the chip-rate. The corresponding chip-rate (early, late, 
on-time) sequences are obtained from the 8x chip-rate input sequence.

3. It is assumed that the UE’s scrambling code, , and the channelization code for the data channel 

( ) is available to the rake finger (this overhead is not included in this analysis). The channelization code for 

the control channel ( ) is a sequence of ones.

4. Since the spreading factor (SF) of the control channel is 256 chips, the pilot symbol will remain constant over 
this period.

5. There can be a varying number of pilot symbols per slot on the control channel [6]. For the DPCH, there can be 
between three and eight pilot symbols per slot, the RACH has eight pilot symbols per slot, and the CPCH has 
five or six pilot symbols per slot. In this analysis we assume that on the average there are six pilot symbols per 
slot. Thus, the rake finger performs the channel estimation operation over 1,536 chips (6 × 256) in every slot 
(2,560 chips) of data.

6. It is assumed that, on average, there are four fingers assigned per UE across all antennas. Thus, the total number 
of fingers to be processed in the base station rake receiver for (U = 64) users is assumed to be L = 256. The SF for 
the data channel can vary from 4 to 256. It is assumed here that all fingers supporting data users process the data 
channel at a rate of SFd = 64 (typical for voice users [8]).

7. It is assumed that the moving average of the channel estimate is performed over a period of two slots (20 control 
channel symbols). This assumption leads to J = 20 × (256/SFd).

8. It is assumed that the rake receiver processes the input data sequence for one slot within a time period of one slot 
for all fingers and users. This provides the real-time requirement for the rake receiver.

9. The input data is assumed to be a sequence of (interleaved) complex bytes, which contains only six bits of signif-
icant data each for I and Q. The output data is assumed to be complex bytes.

4.5.3. Implementation using the FastMATH processor

This section presents the implementation of a rake receiver algorithm using the FastMATH processor. It is clear from 
the design of the rake receiver (Figure 3) that several complex-multiply-add operations (“despreading” operations) 
are performed at the chip-rate. All the other operations including the combiner are performed at a much slower rate 
(@ 1/M or 1/MP or 1/SFd of the chip-rate) and will be called “overhead tasks” below. Section 5 illustrates several 
methods that can be used to efficiently implement the “despreading” operation for the fingers using the FastMATH 
processor.

The most efficient method to perform the despreading operation (in software) for each rake finger is to use the direct 
correlation method using XORs described in Section 5.2. The despreading operation needs to be performed over SFd 
samples for the data channel branch and over M samples for the time-tracking and channel estimation (control chan-
nel) branches. From the results shown in Section 5.2, we estimate that for M = 256 chips and SFd = 64, the despread-
ing operation requires 51 cycles and 79 cycles, respectively, to process 256 chips of input.7 Thus the despreading 
operation for the two time-tracking branches requires approximately 2 × (51/256) cycles, the control channel (chan-
nel estimation) branch requires approximately (51/256) cycles, while the data despreading branch requires approxi-
mately (79/256) cycles, for every input sample (chip) processed.

Table 6 summarizes the estimated cycles required to implement one rake finger. The table lists the core functions 
described above and also summarizes the “overhead tasks” required for each branch. The comment column provides 
the cycle count for each task as a function of the parameters that characterize the rake finger computation (number of 
samples, accumulation period for the correlation, and accumulation period for the post detection integration).

7 Cycle counts are estimated.

Schannel n, m( )

cd m( )

cc m( )
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The “overhead tasks” summarized in Table 6 are briefly described below.

1. The overhead of converting the input data sequence (8x chip-rate) to the appropriate chip-rate sequence to be 
used for each branch of the finger, can be amortized over all the fingers and users. This operation can be imple-
mented in approximately 48 cycles by using the deal FastMATH library function to produce the eight possible 
data streams (32 samples each) at chip-rate. This corresponds to the eight possible over-sampled time offsets. In 
this case, the FastMATH deal function loads eight matrices, and uses two block4 and two block4v, six set 
matrix, and eight pack-halfword instructions to produce eight matrices, which are eventually stored out of the 
registers. Since this overhead can be amortized over all fingers, overall cost is approximately (48/L) × (N/32).

2. Since the FastMATH matrix unit loads data that are aligned at a 64-byte boundary, in general there will be an 
“overhead” involved in “aligning” the input data sequence with the user code sequence within a resolution of one 
sample. All the possible “alignments” (32) of data sequence are pre-computed for each of the eight chip-rate data 
streams (described in item 1), and this cost can be amortized over all the fingers. This is implemented by the 
align instruction, which takes three cycles per 32 samples. Then, the aligned sequence is stored in the L2 cache. 
Therefore, the cost of aligning the data is (3 × 8/L) × (N/32) cycles. The memory requirement for this operation is 
32 × 8 × N bytes, which will easily fit within the FastMATH L2 (1 Mbyte) cache for one slot of input data.

3. The computation of |Y|2 takes four MIPS core multiplication operations, which can be scheduled in parallel with 
matrix unit instructions, incurring no overhead. Similarly, the summation of P outputs Zp can also be done by the 
MIPS core, scheduled in parallel with a matrix unit instruction. The comparison of the tracking branch outputs is 
also done with MIPS core instructions, scheduled in parallel with matrix unit instructions.

Table 6: Rake Receiver: Summary of estimated results of implementation 

Comments

Number of input chips in a slot N 

Accumulation period for correlation, M samples

Accumulation period of the post-detection integration ( ) P

Spreading factor of the data channel SFd

Total number of fingers Total L fingers, over U users across all anten-
nas

Number of antennas A

Despread operation for the two time-tracking loops 2 × (51/256) × N × L cycles

Despread operation for the control channel (51/256) × N × L cycles

Despread operation for the data channel (79/256) × N × L cycles

Create eight data sequences at chip-rate from 8x chip-rate data 
(amortized over all fingers)

48 × (N/32) × A cycles

Data sequence alignment (amortized over all fingers) 3 × 8 × 32 × (N/32) × A  cycles

, , and normalization 0 cycles

Channel estimation branch averaging over J symbols 0 cycles

Combiner 0 cycles

Xk m+ Ci m,
*

∑

Zp∑

Z Y 2= Zp∑
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4. The averaging (channel estimate) over J symbols can be done by the MIPS core. After the first average is done, 
this takes only one add and one subtract operation. The two MIPS core instructions can be scheduled in parallel 
with matrix unit instructions and do not incur extra cycles. Note that this would not be possible if there was an 
FIR instead of an average. The latency of L1 data cache misses for the MIPS core operations can be hidden if the 
MIPS core instructions are scheduled properly.

5. The combiner can be implemented in the core scalar unit at no cost in cycles since the scalar unit processing for 
this task can be done in parallel with the matrix unit processing.

4.5.4. Summary of results

The assumptions and estimated results for the FastMATH implementation of the rake receiver are summarized in 
Table 7.

4.6. Base Station Transmitter: Spreading and Modulation
The spreading and modulation functional block of the 3GPP base station transmitter is defined in 3GPP TS 25.213 
v4.1.0 [4]. This section provides a brief summary of these functional blocks and evaluates the computational require-
ments of implementing these blocks using the FastMATH processor.

The “spreading” function of the CDMA downlink transmitter converts the “symbol” sequence for different channels 
(and users) to a “chip” sequence by applying the appropriate spreading factor (SF) to each channel. Here, the “chip” 
sequence is simply obtained by repeating “symbol” SF times. SF can take the values of 4, 8, 16, 32, 64, 128, 256, and 
512. The input symbol sequence for each user is assumed to be available in the complex interleaved (byte) format 
(I1Q1, I2Q2, …), and these symbols take on values +1, 0, or -1.

Table 7: Rake receiver – assumptions and estimated results for FastMATH implementation 

Assumed or 
Calculated Value Comments

Input sample rate 30.72 Mchips per 
second

8x chip-rate. Section 4.5.2, item 2

Data type of input samples 6-bit complex Assumption. Section 4.5.2, item 10

Number of UEs supported per cell U = 64 Assumption. Section 4.5.2, item 3

Accumulation periods for the time-
tracking operation

M = 256 chips,
P = 2

Assumption. Section 4.5.2, item 5

Number of fingers per user 4 Assumption. Section 4.5.2, item 7

Estimated number of cycles for U 
users per slot of input data

0.724 Mcycles per slot Based on calculations presented in 
Section 4.5.3, Table 6

Processing time estimate per slot at 2 
GHz

0.362 ms (Cycles per slot) / (2 Gcycles per second)

Latency allowed for computation (1 
slot)

0.667 ms Corresponds to one slot (2,560 chips) of input 
data

Fractional usage of one 2 GHz Fast-
MATH processor

0.54 (Processing time per slot) / (Latency allowed 
for computation)

As summarized in Table 7, approximately 0.54 2 GHz FastMATH processor can be used to meet the real-time 
requirements of the rake receiver task for a base station supporting 64 voice users with an average of four fingers 
per user.
TM
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The spread sequence is modulated for all channels (except the physical SCH channels) by using the modulation func-
tion of the 3GPP downlink transmitter, which is defined as in Eq.(3) to produce the transmitted chip T at time (i).

   . Eq.(3)

As shown in Eq.(3), this “modulation” function multiplies the “spread” data sequence ( ) for each 

user channel (n) by the appropriate channelization code sequence ( ), scrambling code sequence 

( ), and the gain factor (Gn(i)) associated with the given channel. The channelization sequence is a 
real orthogonal periodic sequence of length SF chips containing samples +1 or -1. A unique channelization code is 
assigned to each channel of a user. The scrambling code periodic sequence is a complex sequence of +1 or -1 of 
length 38,400 chips (10 ms frame). A unique scrambling code is assigned to each user in the downlink. A real valued 
gain factor is applied to each channel of each user. Finally, all the channel data are summed together over all the 
downlink channels.

This discussion assumes that the multiplications involved in Eq.(3) are implemented directly using FastMATH multi-
ply-add instructions. The complex multiplication between x(i) and s(i) involves the use of four multiply-add and two 
move-from-accumulator instructions, while each of the subsequent (real) multiplications with c(i) and G(i) involves 
the use of two multiply-add and one move-from-accumulator instructions. Thus, the modulation function (without the 
final addition) is estimated to require approximately 20 cycles (includes approximately six cycles of stalls due to the 
move-from-accumulator instructions).

Since these estimations use matrix-multiply operations to implement the modulation function, the spreading function 
is expected to output spread chip sequence as halfword samples. When SF is less than 16, this can be implemented 
using a set of block2, unpack and pack instructions. In these cases, a matrix register (of output chip sequences) 
contains multiple data symbols. However, when the SF ≥ 16, each element of a given matrix register (of the output 
chip sequence) contains the same data symbol. Thus, when SF ≥ 16, the spreading operation can be very easily imple-
mented using unpack, pack, selectrow, selectcol instructions.

The additional overhead to implement the final sum over all the Nchan channels requires approximately Nchan add 
instructions. Table 8 summarizes the list of assumptions and estimated results for a typical configuration of a 3GPP 
base station transmitter.

Note that since the data sequence can be represented in two bits, and the channelization sequence and scrambling 
code sequence are both bit sequences, it is expected that a more efficient method can be developed to implement the 
spreading and modulation function without directly using multiplications. This will be reviewed in a future version of 
this paper.

Table 8: Spreading and modulation: assumptions and estimated results for FastMATH implementation
 (Sheet 1 of 2)

Transmitted chip-rate 3.84 Mchips per second

Data type of input samples 8-bit complex Interleaved format (I1Q1, I2Q2, ..)

Number of output chips per slot N = 2560

Number of downlink channels Nchan = 80 64 dedicated users + approximately 16 
overhead channels

Number of Tx antennas A = 2

T i( ) x( n,real i( ) jx n,imag i )( ) cSF n, i( ) s( n,real i( ) js n,imag i )( ) Gn i( )⋅+⋅⋅+
n 1=

Nchan

∑=

x ,nreal i( ) jx ,nimag i( )+

cSF ,n i( )

s ,nreal i( ) js ,nimag i( )+
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5.  Methods to Implement “Despreading” Using the FastMATH 
Processor

The computational workload of the base station chip-rate processing is dominated by the so-called “despreading” 
operation that arises in the rake receiver and the rake searchers. Depending on the nature of the input data and other 
design assumptions of the receiver, one of several methods can be used to efficiently implement this operation using 
the FastMATH processor. This section defines the despreading operation and shows the different FastMATH imple-
mentations for this operation. However, no analysis is provided for the numerical errors arising in the different meth-
ods described.

The “despreading” operation between the input data sequence {xj} and the input code (bit) sequence, {cj}, is defined 
for a given k and M by the complex multiply-add operation

; where cj is ± 1   . Eq.(4)

Here, the output of the despreading operation produces the output symbol Si and c*j represents the complex conjugate 
of the user code sequence cj. Note that k represents the (time) offset between the input data sequence and the input 
code sequence, while M represents the accumulation period of the operation (usually the “spreading factor”). The 
despreading operation can also be viewed as the time-correlation between the two sequences {xj}and {cj}.

Eq.(4) involves a complex multiply operation. For future reference and clarity, the different components that consti-
tute Eq.(4) are shown in Eq.(5).

Spreading function
For : 

For : 

Use block2, unpack and pack 
instructions, when SF < 16 and 
unpack, pack, selectrow, select-
col when SF ≥ 16 

Modulation function 20 × A × Nchan × N/16 Using multiply-add and move-from 
accumulator instructions.

Final sum of channel data 1 × A × Nchan × N/16 Using add instructions

Estimated number of cycles per 
slot of input data (SF = 64)

0.595 Mcycles per slot Spreading + Modulation + final sum.  
SF = 64 assumed for all channels

Processing time estimate per slot 0.298 ms (Cycles per slot) / (2 Gcycles per  
second)

Latency allowed for computation 0.667 ms Corresponds to one slot (2,560 chips) 
of input data

Fractional usage of one 2 GHz 
FastMATH processor

0.45a (Processing time per slot) / (Latency 
allowed for computation)

As summarized in Table 8, approximately 0.45a 2 GHz FastMATH processor can be used to meet the real-time 
requirements of the spreading and modulation task for a base station transmitter supporting 80 downlink channels 
with SF = 64 in a two antenna configuration.

a. The fractional FastMATH usage is much smaller when bit-wise operations are used to implement the spreading and 
modulation function.

Table 8: Spreading and modulation: assumptions and estimated results for FastMATH implementation
 (Sheet 2 of 2)

SF 16< A Nchan 4.75 N
16
------ 

 ⋅ ⋅

SF 16≥ A Nchan 2.25 N
16
------ 

 ⋅ ⋅
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   . Eq.(5)

In typical applications (rake receiver and searcher), the despreading operation is used to produce several symbols, for 
a fixed offset k and accumulation period M by traversing through sequences {xj} and {cj}. Additionally, this is per-
formed repeatedly using the same sequences {xj} and {cj}, but with different offsets k. Finally, the above is repeated 
for different user code sequences {cj}.

The remainder of this section proposes different FastMATH implementations of the despreading operation, and notes 
the most efficient design assumptions for each method. Depending on which application uses the despreading opera-
tion, as well as the design assumptions, the appropriate implementation method can be chosen for use. The following 
assumptions apply to the following implementations:

• It is assumed that the data sequence and the code sequence are available in the correct format for the implemen-
tation chosen; for example, sequences should be aligned along 64-byte boundaries and be available in the “com-
plex interleaved” format. Thus, an additional overhead should be added in order to account for these issues.

• The accumulation period M is assumed to be such that M = 2p, where p is an integer. Thus, the (1/M) operation in 
Eq.(4) is replaced by a simple bit or byte shift.

• The estimated number of cycles required for each implementation is from a detailed analysis of the required 
pseudo code. In most cases, these estimates have NOT yet been verified with the FastMATH cycle-accurate sim-
ulator. Additionally, a system-level analysis of the error has not been performed for each implementation pre-
sented here.

5.1. Direct Correlation Method Using Multiplication Operations
In this method, the “despreading” operation is implemented by simply performing the complex multiplication opera-
tion between the two input sequences {xj} and {cj}, as shown in Eq.(4). The salient features of this implementation 
are:

• This implementation takes advantage of the ability of the FastMATH processor’s matrix unit to load 32 half-
words and implement 16 parallel multiply-add operations in a single cycle (it takes three cycles, but the instruc-
tions are pipelined to effective achieve a single cycle operation).

• This method can be generally used in all applications that implement despreading when the input sequences con-
tain 16-bit (or less) complex data. However, when more specific design assumptions can be used (such as 6-bit 
instead of 16-bit input data), other methods will be more computationally efficient.

• For simplicity, this section includes only the implementation method for the case where M ≥ 32 and when sepa-
rate data sequences are available for real and imaginary data. It is estimated that the performance for M < 32 and 
for “complex interleaved” data is very similar.

In this method, despread operation is implemented using the set of multiply-add instructions as shown in Table 9. 
This set of instructions operates on 32 samples of the input sequences, and is repeatedly implemented until the M 
samples of the input sequences are processed. This requires a total of 8 × (M/32) FastMATH cycles.

Si k M xj{ } cj{ },,,( ) 1
M
----- Re xk m'+( )Re c∗m'( ) Im xk m'+( )Im c∗m'( )–( )

m 0=

M 1–

∑
 
 
 
 

j Re xk m'+( )Im c∗m'( ) Im xk m'+( )Re c∗m'( )+( )

M 1–

∑
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=
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The final result of the despread operation is then obtained by accumulating (and scaling) the partial sums that are 
stored in the 16 elements of the two accumulators of the matrix unit. The “overhead” of initially moving (and pack-
ing) the partial sums from the accumulators to the matrix registers is 4 × 16 cycles. The “overhead” of accumulating 
the partial sums can be implemented in two ways. A direct method to achieve this can be used when the accumulation 
period (M) is large. However, a more efficient, but indirect, method to implement this is to perform the addition of the 
partial sums for 16 symbols in parallel, instead of performing this addition for one symbol at a time, where the 
despreading of one symbol is defined in Eq.(4). This involves the use of four FastMATH block4 and four block4v 
instructions that rearrange the partial sums of each despread symbol into corresponding elements of the 16 different 
registers of the matrix unit (43 cycles). This is followed by 15 additions to sum the resultant register elements (15 
cycles). Thus, the total overhead required to extract the final result is (122/16) cycles per despread symbol.

Table 9: Implementation of complex-multiply-adds using the FastMATH processor 

Pseudo Code Comments Cycles

Load The real and imaginery com-
ponents of  and  are 
not interleaved.

0

Complex- 
 multiply

MatrixMulAddHighHigh(MA0,Re( ),Re( ))
MatrixMulSubHighHigh(MA0, ( ), ( ))
MatrixMulAddLowLow(MA0,Re( ),Re( ))
MatrixMulSubLowLow(MA0, ( ), ( ))

MatrixMulAddHighHigh(MA1,Re( ), ( ))
MatrixMulAddHighHigh(MA1, ( ),Re( ))
MatrixMulAddLowLow(MA1,Re( ), ( ))
MatrixMulAddLowLow(MA1, ( ),Re( ))

Obtain the real components 
of the complex product 
between {Xm} and {C*m}. 
Results for the 32 compo-
nents and stored in matrix 
accumulator MA0.
Similarly, accumulate into 
the matrix accumulator MA1 
the imaginary components of 
the complex product between 
{Xm} and {C*m}.

8 × 1

Table 10: Summary of estimated results of the FastMATH despreading implementation 
using the direct method (complex-multiply-add operations) 

FastMATH Cycles Comments

Number of despread symbols N

Accumulation period M This is usually the “spreading factor” (SF).\

Complex-multiply 8 × (M/32) × N Eight multiply-add operations per 32 samples processed

“Overhead” for final result (122/16) × N Involves moving partial sums to registers, four block4, 
four block4v, and 15 matrix addh instructions for 16 
symbols

Result for M = 256, N = 1 
(256 input samples)

80 cycles SF = 256 is typical for 3GPP uplink control channel. One 
symbol corresponds to 256 chips

Result for M = 64, N = 4 
(256 input samples)

100 cycles SF = 64 is typical for 3GPP voice users. Four (SF = 64) 
symbols corresponds to 256 chips

Xm C∗m

Xm C∗m

Im Xm Im C∗m

Xm C∗m

Im Xm Im C∗m

Xm Im C∗m

Im Xm C∗m

Xm Im C∗m

Im Xm C∗m
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5.2. Direct Correlation Method Using XOR Operations
In this method, the “despreading” operation is implemented by rewriting the complex multiplications involved in the 
operation [Eq.(4)] by using XOR operations. The salient features of this implementation are as follows.

• This implementation takes advantage of the ability of the FastMATH processor’s matrix unit to load 64 bytes and 
implement up to 64 parallel byte XOR operations (in a single cycle) and up to 64 add operations (in a single 
cycle).

• Even though this implementation is applicable generally for 8-, 16-, or 32-bit data, it is most efficient when the 
input data samples have fewer than eight significant bits (stored as bytes) and the output is accumulated only to 
eight significant bits. Thus, this section shows results for when the input has six significant bits (stored in 8-bit 
format without sign extension), and the output is an 8-bit despread symbol.

• For simplicity, the implementation method is only shown in this section for when M ≥ 32. It is estimated that the 
performance for M < 32 is very similar.

In this method, the main task in the implementation of the despread operation reduces to that of finding 

, ,  and , where  is obtained from 

the complex user code sequences. This is implemented using the matrix XOR and matrix-add instructions of the Fast-
MATH processor, as shown in Table 11. These set of instructions operate on 32 (complex) samples of the input 
sequences, and are repeatedly implemented until the M samples of the input sequences are processed. Without 
accounting for scaling and overhead, this requires a total of  FastMATH cycles per output 
symbol.

The final result of the despread operation is then obtained by appropriately accumulating (and scaling) the real and 
imaginary partial sums into the two matrix registers described above. The “overhead” of summing of bytes that are in 
the same halfword of each matrix register arises while performing the final sum or when 8-bit add operations (instead 
of 6-bit or 7-bit) need to be performed. This is implemented using matrix unpack-high-byte and matrix unpack-low-
byte instructions for each register that contains 8-bit data to be added, followed by matrix addh instruction.

The “overhead” of finally accumulating the 32 halfwords stored in the (real or imaginary) partial sum matrix can be 
implemented in two ways. The direct method to implement this can be used when the accumulation period (M) is 
large. A more efficient, but indirect, method to implement this is to perform the addition of the partial sums for 16 
symbols in parallel, instead of performing this addition for one symbol at a time. This involves the use of four 
FastMATH block4 and four block4v instructions that rearrange the partial sums of each despread symbol into cor-
responding elements of the 16 different registers of the matrix unit (43 cycles). This is followed by 15 additions to 

Table 11: Implementation of complex XOR add operation using the FastMATH processor 

Pseudo Code Comments Cycles

Load The real and imaginary part of  

and  are interleaved. Note that 

 is obtained by swapping the 

real and imaginary parts of .

0

Complex 
XOR  
operations

Sum0 = MatrixXor ( , )
Sum1 = MatrixXor ( , )

Compute all (4) components of the 
complex XOR between 32 samples 
of {Xm} and { }.

2 × 1

Add  = MatrixAdd( ,SUM0)
 = MatrixAdd ( ,SUM1)

If M > 32, accumulate real results 
in  and imaginary results in .

2 × 1

Re xj( ) Re c̃k j+( )∧∑ Im xj( ) Im c̃k j+( )∧∑ Re xj( ) Im c̃k j+( )∧∑ Im xj( ) Re c̃k j+( )∧∑ c̃j

2 M 32⁄( ) 2 M 32⁄( ) 1–( )+

Xm

C̃m

D̃m

C̃m

Xm C̃m

Xm D̃m Cm
˜

S0 S0

S1 S1
S0 S1
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sum the resultant register elements (15 cycles), and a final unpack, add (2 cycles) of the halfwords within each word 
of the matrix register. Thus, the total overhead required to extract the final result is (2 × 60/16) cycles per complex 
despread symbol.

It is assumed that the “overhead” to compute  is negligible as this result is expected to be reused several times 

after being precomputed once. (This computation involves the user-code sequence only which is typically reused sev-

eral times in typical application.) It is further expected that  will be added to the final accumulated result 

(described above) for 16 complex symbols at a time. This “overhead” is estimated at approximately 1.5 cycles for 
every 256 samples of input.

Thus, the direct correlation method using XOR operations requires approximately 51 cycles per symbol to perform the 
despreading operation for SF = 256, while it requires approximately 79 cycles/symbols for SF = 64 when the input 
data sequence has six significant bits. In these cases, this method is clearly more efficient than the direct correlation 
method that uses multiplication operations. 

6.  Acronyms & Abbreviations

3GPP Third Generation Partnership Project
AI acquisition indicator
ALU arithmetic logic unit
ASC access service class
CDMA code division multiple access system

Table 12: Summary of estimated results of the FastMATH despreading implementation 
using the XOR direct method 

FastMATH Cycles Comments

Input data type 6-bit data (byte format)
1-bit code (byte format)

This method is most efficient when input data is 
less than 8-bits

Number of despread sym-
bols

N

Accumulation period M Usually this is the “spreading factor”

XOR and Adds Two XOR operations and two add operations per 
32 samples processed

“Overhead” to unpack 
and add 8-bit matrices

If , 6-bit input matrices produce 8-bit 
matrices which need to be further summed. Need 
two unpack operations and one add operation for 
each matrix register.

“Overhead” to perform 
final sum

Involves four block4, four block4v, and 15 
matrix addh instructions for 16 symbols

Result for N = 1, M = 256 
(256 input samples)

~ 51 cycles SF = 256 is typical for 3GPP uplink control chan-
nel. One symbol corresponds to 256 chips

Result for N = 4, M = 64 
(256 input samples)

~ 79 cycles SF = 64 is typical for 3GPP voice users. Four 
(SF = 64) symbols corresponds to 256 chips

ym∑

ym∑

N 2 M
32
------ 

  2 M
32
------ 1– 

 +

For M 256  N M
256
--------- 4 3×( ) 

 

For M 256  N 2 3×( )( ) cycles;<

;≥ M 256≥

N 2 60
16
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CPCH common packet channel
DPCH dedicated physical channel
DS-CDMA direct sequence CDMA system
FDD frequency division duplexing
MAC multiply-accumulator 
PRACH physical random access channel
RACH random access channel
SF spreading factor
SIMD single instruction, multiple data
UE user equipment or mobile unit
UMTS universal mobile telephone system
UTRA UMTS terrestrial radio access
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